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1 Introduction 
The project was worked on as an independent study during a twelve-week summer 
semester.  Its objective was two-fold: One, to write an editor for the Rainbow project’s 
Stitch adaptation language and, two, to investigate the expressiveness of the language 
by interviewing system administrators in a formal and planned manner.  During the 
semester, I worked closely with Bradley Schmerl and Shang-Wen Cheng, both of whom 
are members of the Architecture Based Languages and Environments (ABLE) group at 
Carnegie Mellon University.  Professor David Garlan, whom I had met with and spoken 
to about the project in the fall semester served as a point of contact. 
 
There were a number of reasons for wanting to work on this project.  Some were 
technical, such as wanting to learn more about Eclipse and plug-in development in 
Eclipse, while others had to do with wanting to gain research experience at the graduate 
level by working on an active research project with researchers.  The project has been 
well documented; almost all of my synthesis has been transferred to documents, most of 
which are referenced in this report.  Anyone wishing to work on this project in the future 
will hopefully find the historical data that is available for it useful.  The appendices are 
included for completeness; the entire collection of artifacts is available on [2], which will 
remain online indefinitely. 
 
Section 2 discusses the editor, mostly from a functional perspective.  Minimal code 
fragments are shown as diagrams because the reader is expected to already have 
access to the full code-base.  References made to classes and methods in the prose in 
order to help the reader trace a feature to lines of code.  Section 3 discusses the 
structure of interviews as well as the results of one that was conducted with a system 
administrator.  Section 4 discusses how well I think the project’s initial objectives were 
met and includes some general remarks about the experience. 
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2 The Editor 
The nice thing about implementing a text editor in Eclipse is that the entire framework 
has already been defined, which means that all the developer has to do to get a 
barebones, but fairly capable editor, up and running is decide which classes to use 
depending on what features he1 is interested in.  Figure 1, taken from [13], shows the 
elements that the text editor (a class extending TextEditor) interacts with.  
SourceViewerConfiguration is where all the classes and other bits and pieces that the 
developer has defined can be brought to the editor’s attention.  
 

 
Figure 1: The elements that the text editor most notably interacts with 

2.1 Module View of the Architecture 
The following shows how the classes are packaged and what interfaces are used.  
Classes that are part of Eclipse’s libraries, which some of these classes extend, have 
been left out.  Figure 4 shows a UML class diagram of all the packages.  The arrows 
represent dependencies.  Good luck tracing all the lines. 
 

                                                
1 “he or she” and similarly “him or her” throughout. 
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Packages and Classes 
 

 stitch.editor.actions 
|_ SortOutlineViewActionDelegate 
|_ StitchActionContributor 
|_ SegmentationAction 
 

 stitch.editor.editors 
|_ StitchColorManager 
|_ StitchConfiguration 
|_ StitchContentAssistProcessor 
|_ StitchDocumentProvider 
|_ StitchEditor 
|_ StitchEditorPreferencePage 
|_ StitchColorManager 
|_ StitchMessages 
|_ StitchPartitionScanner 
|_ StitchWhitespaceDetector 
 

 stitch.editor.nucleus 
|_ StitchNucleus 

 stitch.editor.parserhelper 
|_ LinesAwareAST 
|_ StitchProblem 
|_ StitchProblemHandler 
 

 stitch.editor.plugin 
|_ StitchPlugin 
 

 stitch.editor.strategies 
|_ StitchAutoIndentStrategy 
|_ StitchDoubleClickStrategy 
|_ StitchReconcilingStrategy 
 

 stitch.editor.views 
|_ StitchContentOutlinePage 
|_ StitchContentProvider 
|_ StitchLabelProvider 

_________________________________________________________________________________________________ 
Figure 2: The editor’s classes 

 
 
Interfaces 
 
 
 
 
 
 
 
 
 
        a            b   
_________________________________________________________________________________________________ 

Figure 3: The editor’s interfaces 

StitchKeywords StitchProblemHandler 

StitchNucleus StitchScanner StitchContentAssist 
Processor 

a implements b  Interface   Class 
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 Figure 4: Class diagram 
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2.2 The Reconciler 
In order for the editor’s checkers to run automatically, a reconciling strategy 
(StitchReconcilingStrategy) is implemented and StitchConfiguration is made aware of it.  
StitchReconcilingStrategy has reconcile() methods, one of which is invoked whenever a 
part of the document becomes dirty, i.e. it is modified.  What happens next is that 
StitchNucleus’ reconcile() method is called, which goes through the following steps: 
 

1. The error count is cleared 
2. The markers are cleared 
3. The latest version of the editor’s input is retrieved 
4. The parser is executed, this updating the AST and the collection of defined 

tactics 
5. The markers are displayed based on the new version of the AST 
6. The outline view is updated and refreshed 

 
Any class that references the object of type StitchNucleus that is created in 
StitchConfiguration can choose to initiate the reconcile whenever it wants by simply 
calling the former’s parameter-less reconcile() method.  StitchEditor for example has an 
overridden method called doSave() that initiates the reconciling if the user has chosen to 
only reconcile on saves. 

2.3 Syntax and Semantic Checking 
The way the mechanism for checking errors and then displaying them in the problems 
view and associating them with markers works is based on an XML Editor that I looked 
at when I was learning about plug-in development in Eclipse.  There, the author had the 
following setup: 
 

 A model that contains classes for a document, an element, an attribute and a 
node (superclass for elements and attributes.) 

 
 A parser that uses Java's SAX parser and reports errors or warnings depending 

on the type of exception being thrown by the parser. So for example, a syntax 
exception would be reported as an error. 

 
 A problem wrapper class to store information such as line number, offset, etc for 

each exception that is returned by the parser. 
 

 A problem marker that creates markers for problems and writes them to the 
problems view. 

 
 A builder connected to the project via a nature to run the parser on document 

changes. 
 
The Stitch editor doesn’t have a model, so the core blob that keeps track of a number of 
useful data is called a nucleus.  The ANTLR parser and the tree walker’s exceptions 
generate StitchProblems when thrown, which are then added to a field of type ArrayList 
in StitchProblemMarker.  Once parsing is complete, the ArrayList’s elements are all 
displayed in the problems view, with each one being marked appropriately. 
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Figure 5: The problems view showing errors generated by the parser and tree walker 

2.3.1 Integration of the Parser with the Editor 
The parser had already been written by Shang-Wen, so the work that had to be done 
involved integrating it with the editor.  The integration was done in the following stages: 
 
First, the parser was modified so that it reads its data from the currently open document 
in the workspace instead of from a file via an argument as it previously did. 
 
Second, each exception was modified so that it creates a new problem of type 
StitchProblem, which it then hands to a problem handler class.  All exceptions are 
considered to be errors.  StitchProblem has fields that store the thrown exception, its line 
number, the file name, etc.  The types of exceptions that generate StitchProblems are 
ANTLR’s RecognitionException, which the documentation says can safely be used as a 
catch-all exception [5]. 
 
Third, StitchProblemMarker was written to iterate through all the set problems, display 
them in the problems view and then associate a marker with each one. 
 
Fourth, the output of the AST was piped to the outline view instead of to a JFrame. 
 
Fifth, the outline view was modified so that it updated its contents every time a document 
is reconciled. 
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The Rainbow files that had to be modified were: 
 org.sa.rainbow.stitch.parser.StitchParser 
 org.sa.rainbow.stitch.parser.StitchTreeWalker  
 org.sa.rainbow.stitch.visitor.Maquette 
 org.sa.rainbow.stitch.Ohana 

 
Comments were added around lines that were modified, added or commented out 
prefixed with “ALI:” to make it easy for other developers to know where the changes 
were made. 

2.3.2 Integration of the Semantic Checkers with the Editor 
Integration of the classes ScopeEstablisher and ScriptEvaluator, which also generate 
errors and warnings, is done in the same manner.  Every time an error or warning is 
displayed to the console, an object of type StitchProblem is created with information 
about that error or warning and passed to StitchProblemMarker.  Since the class Tool’s 
static warning() and error() methods are the ones that display the messages to the 
console, the modification simply involved modifying those two methods and then adding 
an additional argument (StitchProblemHandler) to every invocation of either method in 
ScopeEstablisher and ScriptEvaluator. 
 
The Rainbow files that had to be modified were: 

 org.sa.rainbow.stitch.util.Tool 
 org.sa.rainbow.stitch.visitor.ScopeEstablisher 
 org.sa.rainbow.stitch.visitor.ScriptEvaluator 

 
The semantic checkers display errors when, say, a script doesn’t have any tactic or 
strategy defined.  In this case, the user is told that such a script isn’t likely to be very 
useful. 
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Figure 6: The problems view showing a message generated by the Tool class 

2.3.3 Marking Problems 
StitchProblemMarker, funnily enough, handles the marking of problems.  As was 
described earlier, it is called by StitchNucleus’ reconcile() method, which is in turn called 
by the reconciling strategy.  On every reconcile, the markers are reported to the 
problems view and the vertical bar to the left of the document (the gutter) is annotated 
with markers to indicate which lines contain the errors.  Clicking on an entry in the 
problems view causes the line number associated with it to be highlighted.  In the case 
of semantic errors, they may not refer to specific line numbers, which means that they 
either show a line number of 1, as is the case in figure 6, or no line number at all. 

2.4 The Outline View 
The outline view displays a cleaned up version of the AST generated by ANTLR.  Its 
nodes are linked to lines of code, so that clicking on a node causes the document to 
jump to the first line of that node’s definition (this is done by overriding 
selectionChanged() in StitchContentOutlinePage) and super-cool icons differentiate 
regular nodes, tactics and strategies from each other.  The outline view always shows 
the latest version of the AST, which is why it’s updated and refreshed every time a 
document is reconciled. 

2.4.1 Modification of ANTLR’s AST and the Stitch Lexer 
To get the AST to show up in the outlines view, a getChildren() method that 
ITreeContentProvider requires, but ANTLR's AST class doesn't provide had to written. It 
was just a matter of traversing the AST from the root or some other node down to the 
leaves. 
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ANTLR doesn't keep track of nodes' line numbers by default. In order to change that, 
BaseAST's initialize(), getLine() and getColumn() methods had to be overriden so that 
the former sets line and column fields to the token's line and column values and the 
latter return those fields instead of always returning 0, as is the case by default. Ohana 
is then updated by telling the tree walker and the parser to use the new class 
(LinesAwareAST) that extends CommonAST, which in turn extends BaseAST, instead.  
The method that makes it do that is 
{parser,walker}.setASTNodeClass("path.to.LinesAwareAST"), which must be called 
before parser.script(); 
 
There was an issue with the line numbers not taking into account comments and new 
lines, which caused the offsets to get a bit screwed up.  This was fixed by adding a call 
to newline() in the mNL() method in StitchLexer. 

2.4.2 Improving the Tree’s Appearance 
Some cosmetic changes were made to the outline view to make it look better.  Certain 
nodes were rearranged, such as the tactic nodes.  Previously, each tactic had its text set 
to “tactic” and its first child set to its actual names.  Other nodes like “actions” and 
“effects” were removed.  Parameters nodes’ children were modified so that they show 
parameters like “a:int”, as opposed to each one being a separate child.  Also, some 
nodes’ texts were modified so that they no longer show up in all caps.  For example, 
“PARAM_LIST” was renamed “Parameters”. 
 

 
Figure 7: The outline view 
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2.4.3 The Segmented View Option 
The segmented view option was borrowed (read “ripped”) from the Java Editor example, 
which can be downloaded as part of the example plug-ins download [8].  The idea 
behind it is that when it’s turned on, clicking on a node only displays a certain portion of 
the document’s code.  It was modified for the Stitch editor so that it only shows the entire 
block of the node’s definition instead of a segment of the document. 
 

 
 

 
Figure 8: Clicking on a node with the segmented view option disabled then enabled 

2.4.4 The Sort Option 
The sort option allows the user to view a sorted list of tactics and strategies, which are 
displays by default in the order that they’re defined in the document.  The option can be 
toggled.  Because of a currently open bug, the sort or unsorting only occurs when either 
the Tactics or Strategies node is clicked. 
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Figure 9: The sort option disabled then enabled. 

2.5 Color Coding 
Colors are defined in StitchColorManager, which works with StitchScanner to color 
different parts of the code based on what type of token they’re defined as.  When a color 
is requested, its value is first retrieved from the preferences store; in the case that a 
color isn’t for some reason set, its default value is returned.  The way the editor knows 
how to color different parts of the code is by looking up rules for what constitutes 
keywords, comments, strings, etc.  Figure 11 shows part of StitchScanner, which 
extends RuleBasedScanner.  An object of type StitchColorManager is passed to it when 
it is instantiated in StitchConfiguration. 
 
IToken keywordToken = new Token( 
 new TextAttribute( 
  manager.getColor( 
   manager.getColorField("KEYWORD") 
  ), null, SWT.BOLD 
 ) 
); 
 
for (int j = 0; j < KEYWORDS.length; ++j) { 
 String  keyword = KEYWORDS[j]; 
 keywordsRule.addWord(keyword,keywordToken); 
} 
 
… 
 
IRule[] rules = new IRule[6]; 
rules[0] = new WhitespaceRule(new StitchWhitespaceDetector()); 
rules[1] = keywordsRule; //Add keywords rule   
rules[2] = new MultiLineRule("/*", "*/", comment, (char) 0, true); 
rules[3] = new SingleLineRule("\"", "\"", string, '\\'); 
rules[4] = new SingleLineRule("'", "'", string, '\\'); 
rules[5] = new EndOfLineRule("//", comment); 
setRules(rules); 

Figure 10: Rules for syntax highlighting specified in StitchScanner 

2.6 Preferences Page 
The Preferences page allows the user to easily change the values that are used to color 
keywords, strings, comments, etc.  On it, the user is also able to specify whether the 
reparsing should be done on document saves or document changes and whether or not 
the tree in the outline view should be fully expanded by default.  Default values have 
also been specified so that the user can restore them whenever desired.  Preference 
pages in Eclipse are very straightforward to implement.  Everything to do with it is 
specified in StitchEditorPreferencesPage. 
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Figure 11: The Stitch editor’s preference page 

2.7 Content Assistance 
The content assistance is capable of showing two types of proposals: a sorted list of 
keywords that is displayed when the user presses Ctrl+Space and a list of all the tactics 
that have been defined in the script when the user types the character sequence - >. The 
way it works is that the collection storing the defined tactics is populated at the time of 
parsing.  It is then retrieved by the Content Assist Processor not when it is first 
instantiated, but rather when getCompletionProposalAutoActivationCharacters() is 
called, i.e. when the user types the  trigger character.  As is shown in figure 12, 
getCompletionProposalAutoActivationCharacters(), in the case of tactics, checks to see 
if the trigger’s previous character was a hyphen.  If so, it shows the tactics that have 
already been extracted by the last parse as proposals. 
 
public char[] getCompletionProposalAutoActivationCharacters() { 
 return new char[] { '>' }; 
} 

Figure 12: The trigger for displaying tactics in StitchContentAssistProcessor 
 

public ICompletionProposal[] computeCompletionProposals(ITextViewer viewer, int 
documentOffset) { 
 //get list of defined tactics from the last parse 
 ArrayList<AST> definedTactics = this.nucleus.getDefinedTactics(); 
 String[] arrDefinedTactics = new String[definedTactics.size()]; 
  
 for(int i=0;i<definedTactics.size();i++) 
  arrDefinedTactics[i] = " "+definedTactics.get(i).getText()+"()"; 
 
 this.PROPOSALS_TACTICS = arrDefinedTactics; 
 ICompletionProposal[] result = null; 
 IDocument doc = viewer.getDocument(); 
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 char previousChar = ' '; 
  
 try { previousChar = doc.getChar(documentOffset-2); } 
 catch ( BadLocationException e) { e.printStackTrace(); } 
  
 //if the user typed '->', show defined tactics 
 if (previousChar == '-') { 
  result = new ICompletionProposal[PROPOSALS_TACTICS.length]; 
  for (int i = 0; i < PROPOSALS_TACTICS.length; i++) { 
   result[i] = new CompletionProposal(PROPOSALS_TACTICS[i], 
documentOffset, 0, PROPOSALS_TACTICS[i].length()-1); 
  } 
 } 
 else { //else, show the keywords 
  result = new ICompletionProposal[PROPOSALS_KEYWORDS.length]; 
  for (int i = 0; i < PROPOSALS_KEYWORDS.length; i++) { 
   result[i] = new CompletionProposal(PROPOSALS_KEYWORDS[i], 
documentOffset, 0, PROPOSALS_KEYWORDS[i].length()); 
  } 
 } 
 
 return result; 
} 

Figure 13: The method that returns a list of completion proposals for both keywords and tactics 

2.7.1 Keywords 
All keywords are specified in an array in the interface StitchKeywords.  They’re 
implemented and sorted alphabetically by StitchContentAssistProcessor, which then 
displays them as a list of proposals whenever the user presses Ctrl+Space.  The key 
combination that acts as the trigger is defined in StitchEditor’s createActions() method.  
The list of keywords can be inserted anywherein the document except within comments, 
i.e. the comment partition. 
 

  
Figure 14: Content assistance proposals – sorted keywords 

2.7.2 Tactics 
Part of the parser’s job is to recognize tactics when it comes across them, store them in 
a collection and then return that collection when the parser is done executing.  The 
collection is handed over to StitchContentAssistProcessor, which displays a list of all 
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tactics defined in the current document whenever the user types the following sequence 
of characters: - >.  This trigger is defined in StitchContentAssistProcessor’s 
getCompletionProposalAutoActivationCharacters() and computeCompletionProposals() 
methods.  When a tactic is selected, it is inserted at the caret’s current position with a 
single space before it and the caret moved to between the tactic’s parentheses.  With a 
little extra effort, one could easily keep track of each tactic’s arguments as well. 
 

  
Figure 15: Content assistance proposals - defined tactics 

2.8 Limitations and Known Bugs 
The following are bugs that have been identified in the Stitch editor and are as of this 
date pending correction. 
 

 SE_BR001: When the sort button is enabled in the outline view, the tree only 
reorders the tactics and strategies when the user clicks on either the "tactics" or 
"strategies" node. 

 
 SE_BR004: When semicolons are typed in the wrong places, the parser fails to 

completely execute. Sometimes, the document can't be saved either when this 
happens.  (Though I’m not certain, I have a feeling that this may be caused by 
the parser.) 

2.9 How the Software Project was Managed 
Given that the project involved learning about Eclipse plug-in development, becoming 
more acquainted with the Eclipse IDE and framework, which I had only started using 
some months ago, and then implementing a fairly capable plug-in, it was important that 
the project be managed and tracked with some amount of process.  Therefore, a number 
of steps were taken proactively to ensure that the development progressed as expected 
and that I wouldn’t find myself in a fire-hosing situation near the end of the semester. 
 
The project proposal set out an 11-week schedule with the tasks, validation criteria and 
deliverables for each week shown in as much detail as possible.  The schedule was 
used as the primary means of tracking the project.  It was modified whenever necessary 
during the semester to compensate for tasks that had to be moved around, such as the 
date of the interview with the system administrator.  At certain points, finer granularity 
was required in order to capture all the sub-tasks for a particular task identified in the 
schedule, such as the integration of the parser with the editor for example.  In those 
cases, mini-plans were created and worked against. 
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A Wiki was setup at the very beginning and made publicly available.  It served as the 
central repository for artifacts and all their revisions as well as lots of other information 
that was used during the development.  Most importantly perhaps was that a log was 
maintained on it, which was updated three or four times a week.  The reason for 
maintaining such a log was to make sure that I actually put in the hours every week to 
meet the exit criteria for that particular week.  Now that the project is over, it also serves 
as a useful source of historical data for anyone wishing to continue working on this 
project in the future. 
 
The instructor was kept up-to-date via weekly meetings were he was made aware of the 
current state of the project and the things that he should expect to be finished by the 
next meeting.  Shang-Wen Cheng attended most of those weekly meetings.  We also 
conversed numerous times via email or Skype. 
 

  
Figure 16: The Project Wiki 

3 The Interviews 

3.1 Objective 
The objective of the interview is to determine whether or not I can write satisfactory 
repair scripts2 using Stitch based on the information I get from the system administrator 
during the interview.  The results would thereby determine the expressiveness of the 
language. 

3.2 Method 
Firstly, prepare the system administrator for the interview by asking him to answer a set 
of pre-interview questions about topics such as what kind of problems he comes across 
and how he generally goes about solving them.  The questions aren’t meant to elicit 
detailed responses, but rather to prime the system administrator and get him in the right 
state-of-mind for the interview. 

                                                
2 Intentionally defined ambiguously.  Shang-Wen will have to be the judge on that. 
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Secondly, conduct an interview with the system administrator in which he’s asked the 
questions shown in section 5 of this document.  The intent here is to elicit specific 
answers and uncover in as much detail as possible the system administrator’s thought-
process with respect to the courses of action he takes when solving problems. 

 
Thirdly, write a script in Stitch for each of the problem-solutions discussed in the 
interview.  The scripts along with my documentation of the entire experience will then be 
handed over to Shang-Wen. 

3.3 Structure 
3.3.1 Pre-Interview 
In addition to the reasons mentioned earlier, the pre-interview questions are intended to 
provide the interviewer with a high-level understanding of the context and the system 
administrator’s thought-process.  The ultimate goal is to make the interview as 
constructive and efficient as possible.  Ideally, there should be a hiatus of at least a 
couple of days, but no more than a week, between the time that the system 
administrator responds with answers to the pre-interview questions and the time that the 
interview is conducted. 
 
The email that will be sent to the system administrator will probably contain the following: 
 
1. Context 
Please describe in a few lines what kind of systems and applications you deal with. 
 
2. Problems 
Please describe very briefly some typical problems that you come across as a system 
administrator. 
 
3. Objectives 
For each of the problems you mentioned, please describe the objective that you set out for 
yourself before attempting a solution.  The intent here is to figure out what motivates your 
decisions. 
 
4. Courses of action 
For each of the objectives you mentioned, please describe very briefly in two or three points 
what steps you take to achieve it. 

Figure 17: The pre-interview questions 

3.3.2 Interview 
The interview is expected to take approximately 40 minutes.  Each of the following 
questions will more than likely have several sub-questions that will also be asked during 
the interview. 
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 Question Reason for asking it Expected 

duration 
1 In the pre-interview questions, you 

identified a number of problems 
along with steps that you normally 
take to solve each one of them.  
Could you please walk me 
through each one of those sets of 
steps?  In a sense, what is your 
typical workflow? 

* Gain first-hand knowledge straight 
from the context, which would be a 
more accurate description of what 
goes into a system administrator’s 
process of solving a problem than 
their verbal account of it. 
 
* See how expressible each step in 
the process is. 

25 minutes 

2 When faced with a problem, how 
do you determine what action to 
take? 

2.1 When faced with a problem, how 
do you determine whether or not 
it’s the best choice?  In other 
words, how do you prioritize your 
choices?  Do you just pick the one 
that’s the cheapest and effective 
enough or do you have a more 
complex set of criteria? 

* Determine whether the decision is 
consistent (or rational), thereby 
indicating whether the use of 
weights in tactics’ attribute vectors 
is a reliable quantification approach. 
 
* More generally, see whether utility 
theory is the appropriate model for 
this language. 

5 minutes 

3 As far as your mitigation strategies 
are concerned, do you have 
anything written down that I can 
look at or do you usually rely on 
intuition? 
 
 

3.1 Does that intuition change from 
case to case or day to day or 
would you say it’s fairly consistent? 

3.2 Would you say it’s possible to 
confidently codify your decision-
making process or are there 
variable factors in each case that 
make human judgment necessary? 

* See if the system administrator’s 
thought-process can be generalized 
and thus used as a yardstick for 
success, which Stitch can then be 
measured against.  I will probably 
have to conduct more than one 
interview. 
 
* If the system administrator writes 
down his typical strategies and 
looks them up when needed, it 
would be useful to try and trace 
parts of those writings to their 
equivalent parts in Stitch to see if 
there are any important omissions in 
the language. 
 
* Determine how rational the 
decision-making is, thereby also 
determining whether utility theory is 
an appropriate model to use. 

3 minutes 

4 If you’re faced with a problem, but 
find yourself having insufficient 
information to allow you to 
determine how to fix it, what do you 
usually do? 

* Determine whether the system 
administrator has a catch-all 
solution that he or she resorts to 
(e.g. rebooting the webserver) or 
whether they try different solutions 
that they’re partly confident of in 

3 minutes 
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hopes that one of them fixes the 
problem. 
 
* Try to infer what class of decision-
makers the system administrator fits 
into (i.e. pessimist, optimist, in-
betweenist) when it comes to 
determining what course of action to 
take to fix a problem. 

Figure 18: The interview questions 

3.4 Results 
The interview conducted on July 24, 2006 was certainly an interesting one.  The only 
real problem with it was that the majority of the solution strategies that were described 
were responses to problems that were trivial, which made it difficult to ask for elaboration 
on questions such as how alternative solution strategies are prioritized and then 
selected.  As Bradley suggested in our post-interview meeting, it would probably be 
useful if we had repair scripts for the system administrator’s problems ahead of time so 
that we could suggest them during the interview and gauge the system administrator’s 
reactions to them. 
 
During the interview, it had slipped my mind to focus more on architectural adaptation 
than on script-type automation.  The system administrator should have been made 
aware that the goal of the language and the overall framework is to automate solutions 
to problems that he reacts to, which rules out things like installing new applications or, 
say, creating new SSL certificates.  It is not the system administrator’s workflow that is 
being automated here.  Since this distinction wasn’t made in either the pre-interview or 
the actual interview, the results of the interview weren’t completely those that were 
expected.  An interesting idea that Bradley brought up in one of our meetings was that 
we might want to focus on the types of problems that on-call system administrators are 
woken up for because of the nature of those problems. 
 
The interview lasted about twenty minutes and of the three problems and solutions that 
were discussed, one was of particular interest: The case of students abusing the 
network bandwidth.  As the system administrator described it, the issue was that a 
student was backing up about 80GB onto his server space from his hard disk.  The 
system administrator realized a spike in the bandwidth usage the next day and the 
technicians who kept an eye on the backup tape realized that it had run out around the 
same time. 
 
To prevent such a situation from happening in the future, the system administrator said 
that it would be nice if there were some kind of filter that kept track of how much space 
certain file types such as MP3s were taking.  He also said that he had suggested 
enforcing a quota on user accounts, though that too might be a problem because 
sometimes legitimate users need to legitimately transfer large amounts of data.  The fact 
that he realized the problem the next day was also an issue, so perhaps a kind of 
service that would notify him of such issues immediately via email would be useful. 
 
Following the interview, a Stitch script was written for that solution strategy and the 
experience was fully documented.  Writing the script was a good exercise; Bradley and 
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Shang-Wen’s comments about a few things that I had misunderstood such as the 
concept of sequencing of tactics were useful.  I had assumed that the attribute vectors 
alone were used to select tactics, but the language actually requires that there be a root 
tactic, which contains within it sub-tactics. 
 

DealWithAbusiveUser() [S] 
trigger: notable spike in bandwidth usage 
trigger: backup tape unexpectedly runs out 

 increaseServerPoolSize(User user, Host h, int n) [T] 
guard: bandwidth is high 
[overhead: 0.5; ill-feeling: 1; cost: 0]  

 banAbusiveUser(User user) [T] 
guard: bandwidth is high 
guard: the offense has been committed n times (where n>1) 
guard: the disk space usage is high 
[overhead: 1; ill-feeling: 0; cost: 1] 

 warnAbusiveUser(User user) [T] 
guard: bandwidth is high 
guard: the offense has been committed once before 
guard: the disk space usage is at least medium 
[overhead: 1; ill-feeling: 0.5; cost: 1] 

 
               The only tactic drawn directly from the interview     [S] Strategy    [T] Tactic 

___________________________________________________________________________________________________________________________________________________ 

Figure 19: The devised strategies and tactics 
 
Tactic Attribute Vectors and Utility Preferences 
1. Overhead: High, medium or low 
2. Ill-feeling: High, medium or low 
3. Cost (dollars): High, medium or low 
 
Each user is expected to be of type User, which is expected to have a field that keeps 
track of one’s offense history.  The field indicates the number of times that a particular 
user has committed the offense of abusing the network, however so “abuse” is defined.  
Walter indicated that disk space usage isn’t much of an issue for them, so although it’s 
considered a guard here, it’s not really of much significance.  The attribute Cost refers to 
the potential dollar value lost as a result of executing a particular tactic. 
 
1. Overhead: 1 if low, 0.5 if medium, 0 if high 
2. Ill-feeling: 1 if low, 0.5 if medium, 0 if high 
3. Cost: 1 if low, 0.5 if medium, 0 if high 
 
The following is the Stitch script that was written for this particular problem: 

 

mailto:aalossaw@cs.cmu.edu


Ali Almossawi <aalossaw@cs.cmu.edu> 
17699 Final Report 

 22 

 
module abusiveUsers; 
 
tactic increaseServerPoolSize(User user, Host h, int n) { 
 condition { 
  bandwidth() >= HI_BANDWIDTH 
 } 
 action { 
  //adapted from the IEEE paper 
  g = getConnectedServerGroup(h) 
  g.addServer(n) 
 } 
 effect { 
  bandwidth() < HI_BANDWIDTH 
 } 
} 
 
tactic warnAbusiveUser(User user) { 
 condition { 
  bandwidth() >= HI_BANDWIDTH and  
  user.getOffenses() <= ONE_OFFENSE 
 } 
 action { 
  //the user receives a reprimand by email and a temporary  
  //quota is applied to his or her account 
  //user.setPermissions(PERMISSIONS.WARN) 
  warnUser(user) 
 } 
 effect { 
  bandwidth() < HI_BANDWIDTH 
 } 
} 
 
tactic banAbusiveUser(User user) { 
 condition { 
  bandwidth() >= HI_BANDWIDTH and  
  user.getOffenses() > ONE_OFFENSE  
 } 
 action { 
  //the user will no longer be able to log into his or her server  
  //space and his or her IP address gets added to a blacklist 
  //user.setPermissions(PERMISSIONS.BAN) 
  banUser(user); 
 } 
 effect { 
  bandwidth() < HI_BANDWIDTH 
 } 
} 
 
strategy DealWithAbusiveUsers (User u, Host h, int n) { 
 t0: (bandwidth() >= HI_BANDWIDTH) -> increaseServerPoolSize(u, h, n) { 
  t1: (bandwidth() < HI_BANDWIDTH) -> done; 
  t2: (u.getOffenses() <= ONE_OFFENSE) -> warnAbusiveUser(u) { 
   t2b: (bandwidth() < HI_BANDWIDTH) -> done; 
  } 
  t3: (u.getOffenses() > ONE_OFFENSE) -> banAbusiveUser(u) { 
   t3b: (bandwidth() < HI_BANDWIDTH) -> done; 
  } 
 } 
} 

Figure 20: The Stitch script for the “Students using more bandwidth than they should” problem 
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4 Conclusions and Final Remarks 
The project proposal promised three deliverables: The editor, the results of the interview 
with the system administrator and any necessary documentation.  All three of these are 
encompassed in some form in this document.  Other documents were created 
throughout the lifetime of the project for different things, such as the interview proposal 
and the requirements specification.  Some have been included here as appendices.  The 
ones that haven’t been included will be handed to the instructor as part of the 
documentation.  As for the editor, the latest version of it has already been committed to 
the ABLE group’s SVN repository.  Although it would have been nicer to conduct more 
interviews, everything that one would need to tirelessly conduct interviews in the future, 
such as the structure and questions, has been well documented.  
  
The following prioritized list of objectives was specified in the project proposal (see 
Appendix B) at the beginning of the semester: 
 

 Gain experience working on a research project and interacting with researchers 
 Provide a valuable contribution to the Rainbow project 
 Learn more about the area of self-healing systems 
 Learn how to write Eclipse plug-ins 

 
I’ve been successful in meeting all of these objectives.  The experience of working on a 
project that fit into a larger research project was a very rewarding one.  Primarily working 
on coding while still thinking about and working in the area of architecture-based self 
adaptation was I thought a great mix.  I’m confident that the editor is usable and useful 
and is something that I’d feel comfortable using.  All the must-have requirements for it 
were completed satisfactorily and verified by the instructor and an equal number of nice-
to-have requirements were also completed. 
 
I like doing independent research-type work.  The course gave me a chance to do in an 
academic environment what I spend a sizable part of my own time doing.  I started the 
semester knowing little about Eclipse and nothing about plug-in development, but was 
able to quickly get up to speed with both in the first few weeks of the semester and then 
spend the rest of it working on the Stitch editor.  I’m thankful that I was able to interact 
with Bradley and Shang-Wen at least once a week; our meetings were always 
productive and concise.  The contributions that I made to Rainbow’s Stitch adaptation 
language will hopefully have been valuable contributions to their research group’s work. 
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Appendix A: Software Requirements Specification 
 
Definitions 

 Document: An element of the set consisting of one or more editable files that 
collectively define a repair strategy. 

 Node: An identifier referring to a line or block of code whose type is an element 
of the set consisting of strategies, tactics, operators, properties and functions. 

 
Must-Have Functional Requirements 
 Requirement Traced to 
1.1 The system must display syntax violations in the problems view. UC 01 
1.2 The system must display markers to indicate lines that have syntax 

violations on them. 
UC 01 

1.3 The system must annotate parts of the code that have syntax 
violations. 

UC 01 

1.4 The system must check the document for syntax violations. UC 02 
1.5 The system must display an outline view showing nodes that link 

to the starting lines of their respective definitions. 
UC 03 

1.6 The system must format the document (color-code or modify font 
style) based on the syntax. 

UC 04 

1.7 The system must automatically determine how to indent a line in 
the document every time the user arrives at it by pressing the 
carriage return key. 

UC 05 

 
Nice-to-Have Functional Requirements 
1.8 The system will provide content assistance capabilities. 
1.9 The system will allow the user to click on uses of strategies, tactics, operators or 

properties and redirect them to their respective definitions. 
1.10 The system will allow the user to define folding points in the document. 
1.11 The system will allow the user to show only the strategy that the caret is within. 
1.12 The system will allow the user to customize parts of the editor, such as the 

colors used. 
1.13 The system will provide the option to appropriately indent all the lines of a code 

in a document with one click. 
 
 
 
 

Are these requirements fine-grain enough?  Does the instructor need to know, for 
example, how nodes are formatted or where content assistance should be triggered? 
 
Requirements approved by the instructor on June 15, 2006. 

 

mailto:aalossaw@cs.cmu.edu


Ali Almossawi <aalossaw@cs.cmu.edu> 
17699 Final Report 

 27 

User Interface Prototype 
 
The following, slightly dull-looking, diagram shows what the system’s User Interface will 
look like: 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
   Markers can be implemented to indicate lines that have syntax violations on them and 
perhaps even suggest, in a tool tip, how to fix the violation.  Markers are currently listed 
as a nice-to-have requirement. 
 
 
 
 
 
 
 
 
 
Each node in the outline view, once clicked on, takes the user to the first line of its 
definition, and each document in the Package Explorer view, once clicked on, opens that 
document (if necessary) and brings it in focus. 
 
Uses of strategies, tactics, operators, properties and functions that are defined (i.e. 
they’re nodes) are highlighted in blue. 
 

Problems 

Out line st r at egy SwitchToTextualContent() { 
  t0: (responseTime() > 
Resp_Ti me_Thr eshol d) 
    - > switchToTextualContent(m); 
  do { 
    t1: (responseTime() < 
Resp_Ti me_Thr eshol d) -> done; 
  } 
} 
 
st r at egy SwitchToGraphicalContent() { 
  ... 
} 

[–] Strategies 
   |_  SwitchToTextualContent 
   |_  SwitchToGraphicalContent 
[+] Tactics 
   |_  switchToTextualContent 
[+] Operators 
[–] Properties 
   |_  Resp_Time_Threshold 
[–] Functions 
   |_  responseTime 
 

- - or - - 
 

[–] SwitchToTextualContent 
   |_ t0 
      |_ switchToTextualContent 
      |_ [–] Functions 
          |_ responseTime 
      |_ [–] Properties 
          |_ Resp_Time_Threshold 
   |_ t1 
[+] SwitchToGraphicalContent 

. . .  

. . .  

. . .  

. . .  

. . .  

Preferences 
. . . 

Displays a pop-up menu 

Package Explorer 

[–] Repair Strategy 12 
   |_  Tactics.xx 
   |_  Strategies.xx 
   |_ ... 
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Use-Case Scenarios 
 
The following use-case scenarios consider only the system’s must-have requirements. 
 
Use Case ID UC 01 

 
Use Case Name Checking an existing repair strategy for syntax violations 

Primary Actor User 

Brief Description The user has an existing set of documents that he3 wants to 
check for syntax violations, perhaps because they were created 
in a plain text editor. 
 

Preconditions A previously saved set of documents is accessible and the editor 
is running. 

Flow of Events 1. The user imports the set of documents into an existing 
project. 

2. The user waits for a few seconds while the system 
checks the documents. 

3. The user sees: 
 A list of detected violations in the problems view, each 

with a brief description. 
 An X in the vertical area to the left of the editor (the 

gutter). 
 The violation underlined with a squiggle. 

4. The user clicks on a row in the problems view and is 
taken to the line of code containing its violation. 

5. The user corrects the violation. 
6. The user saves the document. 

Post Conditions The corrected row is removed from the problems view.  Thus, the 
number of syntax violations is reduced. 

Priority High 

Alternative Flows and 
Exceptions 

3.1 The user only sees the project’s package icon or the icon 
of one of its files decorated with a small X, so he opens the 
problems view. 
6.1  The violation is not actually corrected, causing the 
problems view to indicate the same or another type of 
violation for that line of code. 
6.2  The user again attempts to correct the violation. 

 

                                                
3 “he or she”, throughout. 
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Use Case ID UC 02 

 
Use Case Name Checking a document for syntax violations 

Primary Actors Object Model, Parser, Problem Handler (System) 

Brief Description The system decides whether a document is in sync with its 
object model.  If not, it indicates a violation that is subsequently 
displayed to the user. 

Preconditions The user types “strategy {” in an open document. 

Flow of Events 1. The Parser does a pass through the changed portion of 
the code. 

2. The parser checks for inconsistencies between the 
results of the parser and the language’s defined object 
model. 

3. The parser reports all problems to the Problem Handler. 
Post Conditions The problem handler notifies the user of the set of problems by 

displaying markers, populating the problems view and annotating 
relevant parts of the code with squiggles. 

Priority High 

Alternative Flows and 
Exceptions 

None 
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Use Case ID UC 03 

 
Use Case Name Jumping to a tactic 

Primary Actor System 

Brief Description The user wants to quickly jump to the definition of a tactic being 
referenced in a particular strategy block. 
 

Preconditions A document and the outline view are open and the former is in 
focus. 

Flow of Events 1. The user saves the document, causing the outline view to 
refresh itself. 

2. The user expands the tactics node. 
3. The user clicks on the desired tactic name. 

Post Conditions The document containing the tactic is, if necessary, opened and 
brought into focus.  The caret is positioned at the first line of its 
definition. 

Priority High 
Alternative Flows and 
Exceptions 

None 
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Use Case ID UC 04 

 
Use Case Name Dynamically formatting the code 

Primary Actor Scanner (System) 

Brief Description The system decides how and whether to format parts of the 
document every time the user types, removes or modifies a 
character. 
 

Preconditions A document is open and in focus and contains the text “strateg”. 

Flow of Events 1. The scanner detects that the user has typed the letter “y”. 
2. The scanner checks its array of rules to see if it should do 

anything. 
3. The scanner finds the keyword “strategy” one of its rules 

(specifically, a WordRule). 
4. As specified by the rule, the scanner informs the Repairer 

that it should change the font style of “strategy” to bold. 
5. The Reconciler redisplays the word strategy with the new 

style. 
Post Conditions The keyword strategy appears in bold. 

Priority High 
Alternative Flows and 
Exceptions 

None 
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Use Case ID UC 05 

 
Use Case Name Smart indenting 

Primary Actor Auto Indent Strategy (System) 

Brief Description The system must decide by how much it must indent a line after 
the user presses the carriage return key. 
 

Preconditions The user presses the carriage return key on a line that contains 
the text “strategy SwitchToTextualContent() {” 

Flow of Events 4. The system detects an open bracket at the end of the 
line. 

5. The system inserts a single tab after the start position of 
the line and returns the offset. 

Post Conditions The caret appears at the offset. 

Priority High 
Alternative Flows and 
Exceptions 

None 
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Appendix B: Project Proposal  
 
Prioritized Objectives 

 Gain experience working on a research project and interacting with researchers 
 Provide a valuable contribution to the Rainbow project 
 Learn more about the area of self-healing systems 
 Learn how to write Eclipse plug-ins 

 
Project Context and Description 
The project was initially intended to be done as a Practicum with Professor David Garlan 
in fall 2005.  When it was suggested that a one-person Practicum was not 
recommended, Professor Garlan approved the idea of working on the project as an 
independent study in summer 2006.  The project is currently being done with Bradley 
Schmerl, a Systems Scientist at the School of Computer Science and a member of the 
Architecture Based Languages and Environments (ABLE) group.  Shang-Wen (Owen) 
Cheng, also a member of the ABLE group, will provide help and guidance vis-à-vis the 
Rainbow framework during the first few weeks of the semester. 
 
The aim of this project is to create an editor for the Rainbow framework’s 
Adaptation Engine as an Eclipse plug-in.  The editor is required to be usable and 
include some of the functionalities provided by Eclipse’s Java Editor API, such as 
colored highlighting, syntax error markers, and structural outlining of scripts.  
Possible extensions might include linkage to imported resources, such as 
hyperlinks to called methods, similar to what Coverity Prevent’s GUI does. 
 
The part of the framework that I’ll be interacting with will be the adaptation engine, 
which receives input in the form of strategies and tactics that collectively constitute 
repair scripts.  Repair scripts are currently written in plain text, and so, it would be 
beneficial if the architect were able to create or modify them via an editor.  The 
editor will therefore form part of the toolset used to develop repair scripts.  As part 
of the process of understanding what goes into repair strategies, a system 
administrator will be interviewed.  The results of the interview will form part of the 
deliverables. 
 
The ABLE website4 introduces Rainbow as follows: 
 

To reduce the cost and improve the reliability of making changes to 
complex systems, we are developing new technology supporting 
automated, dynamic system adaptation via architectural models, explicit 
representation of user tasks, and performance-oriented run-time 
gauges. This technology is based on innovations in three critical areas:  
 Detection: the ability to determine dynamic (run-time) properties of 

complex, distributed systems.  
 Resolution: the ability to determine when observed system 

properties violate critical design assumptions. 
 Adaptation: the ability to automate system adaptation in response to 

violations of design assumptions. 

                                                
4 http://www.cs.cmu.edu/~able/ 
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Rainbow’s framework is made up of a number of components that work together to allow 
for dynamic self-adaptation of running systems. 

 A monitor probes the running system and, in conjunction with a Model Manager 
and Constraint Evaluator, checks for consistencies with one or more architectural 
models, which are a collection of predicates. 

 An Adaptation Engine takes appropriate corrective action when a constraint is 
violated or is about to be violated and impresses the action on the running system 
via an Adaptation Executor. 

 A Translation Infrastructure provides an interface between the running system’s 
code and the data it receives from the components that make up the architectural 
style. 

 
Figure 1 depicts the different components that make up the framework. 
 

 
Figure 1  The Rainbow framework5 

Deliverables 
 Adaptation editor 
 Results of interview with system administrator 
 Documentation 

                                                
5 http://www.cs.cmu.edu/~wls/isri/rainbow_Oct04.pdf 
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Schedule 
 
Week 1         (Starts May 22, 2006) 
Task * Become familiar with Eclipse plug-in development and Java 

Editor 
* Get up to speed with pertinent parts of the Rainbow framework 
* Ask for clarification about certain parts of the project 

Validation * At least one meeting has been conducted with Owen Cheng6 
* I have a better understanding of Eclipse plug-in development 
and Java Editor 

Deliverables  

Status 
 
 

 
Week 2 
Task * Become familiar with Eclipse plug-in development and Java 

Editor 
* Get up to speed with pertinent parts of the Rainbow framework 

Validation * At least one meeting has been conducted with Owen Cheng7 
* I have a better understanding of Eclipse plug-in development 
and Java Editor than the previous week 

Deliverables  

Status 
 
 

 
Week 3 
Task * Become familiar with Eclipse plug-in development and Java 

Editor 
Validation * I have a better understanding of Eclipse plug-in development 

and Java Editor 
Deliverables  

Status 
 
 

 
Week 4 
Task * Come up with interview questions  

* Become familiar with Eclipse plug-in development and Java 
Editor 
* Create Requirements Specification for the Adaptation Editor 
(screenshots, UI prototype, functional requirements) 

Validation * The instructor has commented on the interview questions 
* The instructor has commented on the requirements 
specification 
* I’m fully comfortable with implementing the editor as an Eclipse 
plug-in. 

Deliverables * Interview questions for system administrator 
* Requirements Specification 

Status 
 
 

 
Week 5 
Task * Work on interview questions  

* Create Requirements Specification for the Adaptation Editor 
Validation * The instructor has approved the interview questions 

* The instructor has commented on the requirements 
specification 

Deliverables * Interview questions for system administrator 
* Requirements Specification 

Status 
 
 

                                                
6 Tentatively, Thursday, May 25, 2006 at 10-11 AM EDT 
7 Tentatively, Thursday, June 1, 2006 at 3-4 PM EDT (may be cancelled or rescheduled if no outstanding 
questions exist) 
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Week 6                   �‹  Milestone 1 
Task * Conduct interview with system administrator 
Validation * The instructor has approved the requirements specification 
Deliverables * Results of interview with system administrator 

* Requirements Specification 

Status 
 
 

 
Week 7 
Task * Conduct interview with system administrator  

* Work on the Adaptation Editor 
Validation * The instructor or a point-of-contact has commented on the 

editor 
Deliverables * Results of interview with system administrator 

* Adaptation Editor (Evolution 1) 

Status 
 
 

 
Week 8 
Task * Work on the Adaptation Editor 
Validation * The instructor or a point-of-contact has commented on the 

editor 
Deliverables * Adaptation Editor (Evolution 2) 

Status 
 
 

 
Week 9 
Task * Work on the Adaptation Editor 
Validation * The instructor or a point-of-contact has commented on the 

editor 
Deliverables * Adaptation Editor (Evolution 3) 

Status 
 
 

 
Week 10 
Task * Work on the Adaptation Editor 
Validation * The instructor or a point-of-contact has commented on the 

editor 
Deliverables * Adaptation Editor (Evolution 4) 

Status 
 
 

 
Week 11           (Starts August 7, 2006)   �‹  Milestone 2 
Task * Presentation for ABLE group8 
Validation * The instructor has approved the final evolution of the editor 
Deliverables * Documentation 

* Adaptation Editor 
* Presentation slides 

Status 
 
 

 
 
 
Status  {“ ”, “Delayed”, “Complete”} 
 
Key of Main Stages 
 

 Familiarization with                            Requirements                        Evolutionary                   
         new technology                     and Prototyping                      Implementation 

 
 
 
                                                
8 Presentation time tentatively set to 1:30-3 PM EDT on August 11, 2006 
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Remarks 
 The instructor will be available for approximately 30 minutes a week.  If additional 

time is required, a meeting may be organized subject to the instructor’s 
availability. 

 Shang-Wen Cheng will be available to answer questions about the Rainbow 
framework and its Adaptation Engine. 

 The student will meet all the deadlines specified in section 4.  If a delay is 
anticipated, the instructor will be notified beforehand. 

 The student will report progress to the instructor on a weekly basis. 
 The schedule will be posted on a publicly accessible website. 
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Appendix C: Bugs Identified in the Existing Code-base 
 
072306_01 
Description: ArrayIndexOutOfBoundsException when tactic doesn't have any arguments  
Date reported: July 23, 2006  
Priority: Medium  
Except i on i n t hr ead " or g. ec l i pse. j f ace. t ext . r econci l er . MonoReconci l er "  
j ava. l ang. Ar r ayI ndexOut Of BoundsExcept i on:  0 at  
or g. sa. r ai nbow. st i t ch. Ohana. eval uat eScr i pt ( Ohana. j ava: 175)  at  
or g. sa. r ai nbow. st i t ch. Ohana. mai n( Ohana. j ava: 73)  at  
or g. sa. r ai nbow. st i t ch. edi t or . nucl eus. St i t chNucl eus. r econci l e( St i t chNucl eus. j ava: 73)  at  
or g. sa. r ai nbow. st i t ch. edi t or . s t r at egi es. St i t chReconci l i ngSt r at egy. i ni t i al Reconci l e( St i t ch
Reconci l i ngSt r at egy. j ava: 71)  at  
or g. ec l i pse. j f ace. t ext . r econci l er . MonoReconci l er . i ni t i al Pr ocess( MonoReconci l er . j ava: 103)  
at  
or g. ec l i pse. j f ace. t ext . r econci l er . Abst r act Reconci l er $Backgr oundThr ead. r un( Abst r act Reconci
l er . j ava: 170)  
Status: Resolved.  Modified line 176.  Changed ar gs[ 0]  = new MyI nt eger ( 10) ;  to  
i f ( ar gCnt  > 0)    ar gs[ 0]  = new MyI nt eger ( 10) ;  
 
071006_01 
Description: Seemingly random null pointer exceptions after parsing. 
Date reported: July 10, 2006 
Priority: Medium 
St ack t r ace:  Except i on i n t hr ead " or g. ec l i pse. j f ace. t ext . r econci l er . MonoReconci l er "  
j ava. l ang. Nul l Poi nt er Except i on at  
or g. sa. r ai nbow. st i t ch. edi t or . nucl eus. St i t chNucl eus. r econci l e( St i t chNucl eus. j ava: 84)  at  
or g. sa. r ai nbow. st i t ch. edi t or . s t r at egi es. St i t chReconci l i ngSt r at egy. i ni t i al Reconci l e( St i t ch
Reconci l i ngSt r at egy. j ava: 65)  at  
or g. ec l i pse. j f ace. t ext . r econci l er . MonoReconci l er . i ni t i al Pr ocess( MonoReconci l er . j ava: 103)  
at  
or g. ec l i pse. j f ace. t ext . r econci l er . Abst r act Reconci l er $Backgr oundThr ead. r un( Abst r act Reconci
l er . j ava: 170)  
Status: Pending 
 
070306_01 
Description: This is either a bug in Maquette or I've misunderstood the code: When 
Maquette.dispose() is called, the instance's walker and m_behaviors fields are set to 
null, but when Maquette.newInstance() is then called, it won't reinitialize those two fields 
if it finds an instance of the Maquette. In my case, this means that the second time I do a 
StitchModel.reconcile(), a get a NullPointerException. The solution is to simply replace. 
Date reported: July 3, 2006 
Priority: Medium 
Status: Resolved.  Replaced 
publ i c  s t at i c  Maquet t e newI nst ance ( St r i ng key)  {  
     Maquet t e maq = f i nd( key) ;  
     i f  ( maq == nul l )  {  
          maq = new Maquet t e( key) ;  
          s t or e( key,  maq) ;  
     }  
     r et ur n maq;  
}  

With 
publ i c  s t at i c  Maquet t e newI nst ance ( St r i ng key)  {  
     Maquet t e maq = new Maquet t e( key) ;  
     s t or e( key,  maq) ;  
     r et ur n maq;  
}  
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Appendix D: My FAQs 
The following list of problem-solutions is my way of documenting how I solve problems 
that I come across so that I can refer to them in the future.  The novice may find the 
following useful. 
 
Problem: Subclipse all of a sudden decides to slowly bleed to death after some serious 
refactoring 
Solution: 1. Create a new project, 2. checkout its SVN remote folder to it, 3. delete all 
files and directories containing .svn in their names in the corrupted project, 4. copy 
everything over to the new project, 4. commit. I also had to manually edit the entries files 
for a number of directories since Subclipse was referring to dead files.  
 
Problem: Classpath issues and NoClassDefFoundError exceptions 
(Temporary) Solution: Added rainbow.language packages and antlr.jar to stitchEditor 
instead of including them from their original paths.  
 
Problem: "Unable to create editor ID com.svcdelivery.xmlauthor.editors.XmlAuthor" as 
well as over a dozen other errors when running the XML Editor 
Solution: I had created a Plugin Project, which I then imported the XMLAuthor src into. 
Since the project had a MANIFEST.MF file, parts of the plugin.xml were actually be 
overridden with its contents. Deleting that file fixed it.  
 
Problem: Editing the plug-in's source has no effect when I actually run it in a workbench 
Solution: I had the plug-in binary installed in eclipse/plug-ins, so when I was testing the 
src, the workbench was actually running the plug-in from the binary and not from my src.  
 
Problem: Downloaded plug-ins gave me 'indirect references to class, etc.' errors or 
complained about missing classes 
Solution: Had to add JARs individually under Project -> Properties until I got not more 
errors (for reference, see this) -Actually, you can just move the source files outside the 
package (just like the java editor example) and then you don't have to go through the 
drudgery of importing JAR files. 
 
Problem: Error: Plug-ins declaring extensions or extension points must set the singleton 
directive to true 
Solution: Had to append singleton:=true to Bundle-SymbolicName... in MANIFEST.MF  
 
Problem: Error: The type org.eclipse.jface.action.Action cannot be resolved 
Solution: Had to add org.eclipse.jdt.ui...jar to the build path. This is going to get 
tiresome if I have to every time figure out which jar file needs to be added.  
 
Problem: My plug-in isn't associated with its file extension for some reason 
Solution: Make sure there isn't a MANIFEST directory under source. It reads that 
instead of the one under the project and apparently skip plugin.xml too.  
 
Problem: Random errors, out of nowhere 
Solution: Run eclipse.exe -clean (either from cmd or add -clean to eclipse.ini)  
 
Problem: Outline view simply refuses to show up 
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Solution: getAdapter(...) in the class extending TextEditor won't know about 
IContentOutline unless org.eclipse.ui.views is added as a required class in plugin.xml or 
MANIFEST.MF. 
 
Problem: Only first line in a multi-line comment changes color on text change; the 
document must be reopened for the rest to change too 
Solution: Not exactly sure what the culprit is, but I simply emulated Java Editor's way of 
setting up the damage repairer, which seems to have the code for the damage repair in 
more than one file. Files affected: StitchScanner, StitchPartitionScanner, 
StitchConfiguration and StitchDocumentProvider. Note: Java Editor specifies accessors 
to the color provider, scanners, etc... in the class extending AbstractUIPlugin, which I 
think is much better because one can then call them statically using 
<classname>.getDefault().get...()) 
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Appendix E: Sysadmin Problems and Solutions 
The following two problems and solutions were documented in lieu of conducting 
additional interviews.  They are more or less structured in a way that maps to how a 
Stitch script would be structured.  The last section discusses what the decision criteria 
are in my case for choosing appropriate courses of action to fix a problem. 
 
1. Noticeable Slowdown in Accessing Web Pages  
 |_ Ping and traceroute the webserver 
  |_ If reply time is too long or the request times out 
   |_ Check web host’s network usage graphs 
   |_ Contact network administrator  
 |_ Check server load 
  |_ If high 
   |_ Quick fix 
    |_ Restart the httpd process 
    |_ Restart the mysqld process 
   |_ Check processes 
    |_ Check for offensive running processes 
     |_ Kill any that I find 
   |_ Check error logs 
    |_ Increase value of ServerLimit and MaxClients in httpd.conf 
    |_ Restart the httpd process 
   |_ Check disk space 
    |_ If < 1% free 
     |_ Delete rotated log files 
  |_ If nothing works, check U.S. time 
   |_ If before 11 or after 6 or if slowdown is severe (website’s peak time) 

|_ Reboot webserver immediately 
   |_ Otherwise, wait until that timeframe then reboot 
   |_ If problem still persists 
    |_ Contact web host’s tech support 
 
 
2. Possible Suspicious Activity 

|_Logwatch email indicates suspicious IP address or brute force attempt 
  |_ Add IP address to firewall’s “deny” list 

|_ Flush firewall’s rules then restart it 
  |_ Check server logs and look up IP address to see if it has a history 
   |_ If it does 
    |_ Change superuser’s password 
  |_ Check server logs to ensure IP address didn’t gain access to the system 
   |_ If I suspect it did 
    |_ Immediately run rootkit checker 
    |_ Immediately run anti-virus scanner 
    |_ If for some reason I’m still suspicious 
     |_ Backup all data 
     |_ Reformat webserver 
     |_ Restore data 
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Criteria for deciding on the appropriate course of action: 
 How quickly can I execute it?  I try to pick the course of action that requires the 

least amount of effort. 
 How severe is the situation?  If someone discovers a critical exploit in a software 

that I have installed and tells the whole world about it via, say, BugTraq, I’ll 
probably immediately take the webserver down, apply the patch, then bring it 
back up again.  If one isn’t available, I’ll most likely take just the application down 
until one is released. 
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